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a b s t r a c t

Morris water maze data are most commonly analyzed using
repeated measures analysis of variance in which daily test sessions
are analyzed as an unordered categorical variable. This approach,
however, may lack power, relies heavily on post hoc tests of daily
performance that can complicate interpretation, and does not tar-
get the nonlinear trends evidenced in learning data. The present
project used Monte Carlo simulation to compare the relative
strengths of the traditional approach with both linear and nonlinear
mixed effects modeling that identifies the learning function for
each animal and condition. Both trend-based mixed effects model-
ing approaches showed much greater sensitivity to identifying real
effects, and the nonlinear approach provided uniformly better fits of
learning trends. The common practice of removing a rat from the
maze after 90 s, however, proved more problematic for the nonlin-
ear approach and produced an underestimate of y-axis intercepts.

� 2008 Elsevier Inc. All rights reserved.

Learning curves are ubiquitous in animal studies of recovery of function after traumatic brain in-
jury. In a typical study, animals receive an injury and are treated with a variety of interventions
(e.g., Fujimoto, Longhi, Saatman, & McIntosh, 2004; Hoane, Akstulewicz, & Toppen, 2003; Wagner
et al., 2007). These groups are then compared to determine the efficacy of the interventions relative
to untreated or uninjured control groups. Researchers seek to determine whether a particular inter-
vention will produce better recovery from an injury relative to an untreated animal.

The methods of examining recovery often involve assessing behavior over a period of days post-in-
jury in order to assess the rate at which the animals recover. Groups may not differ on the first couple
of days or trials but may evidence improvement later in training. Furthermore, the terminal level of
performance may be equal, but treatment groups may reach that asymptote at different times
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compared to untreated groups. To frame our discussion, we will use rats tested in a Morris water maze
(MWM) as an example, but the issues raised here are general enough to apply to any situation involv-
ing gradual changes in performance over repeated testing.

In the typical recovery of function study, a rat is assigned to a group that will either receive an in-
jury or not followed by an intervention (e.g., a particular dosage of a bioactive drug or a type of behav-
ioral training), and then repeatedly tested over 5–10 days (e.g., Hoane, 2007). The typical method for
assessing group differences is to conduct a repeated measures analysis of variance (ANOVA) in which
group is a between-subject variable and testing day is a categorical within-subject variable. A main
effect of day is of little interest because it only discloses that performance varied across days (likely
due to improved performance, but the nature of these differences would require follow-up analyses).
To examine hypotheses of interest, the researcher examines both the main effect of group and the
Group � Day interaction. If the main effect of group is significant, then the average latency to complete
the task (find the hidden platform for the MWM) differed across groups independent of the testing
day. If the Group � Day interaction was significant, then the size of the group differences varied from
day to day. Either of these results requires a series of post hoc tests or planned contrasts to determine
where the differences lie, and the analysis does not disclose the form of the function that describes the
observed learning nor how this function changes as a result of the intervention.

Furthermore, the results of these ANOVAs can sometimes be quite complex to present. For exam-
ple, a significant interaction is typically followed by a series of tests in which each group is compared
for each testing day. This can result in situations in which pairwise effects appear and disappear from
day-to-day. Most often, a scientist will attempt to simplify the presentation of results by simply noting
whether a particular treatment group’s performance was different from the untreated control on each
day of testing and then label a figure with symbols to indicate significant differences. Fig. 1 shows a
typical graph using this approach. The figure shows some unpublished MWM data in which the group
and day main effects were significant but the interaction was not. When the analysis was followed by
uncorrected planned contrasts for each day of testing (Bonferonni-corrected contrasts were not signif-
icant for any day, a frequent occurrence for these types of analyses), the effect appeared for a short
time and then disappeared.

Besides the complexity in interpreting and presenting this complex set of comparisons, the ANOVA
approach likely suffers from a lack of power because the key assessment involves a large number of
post hoc or planned comparisons (Maxwell, 2004). Researchers seem to implicitly recognize this prob-
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Fig. 1. Unpublished data showing the relationship between latency to find a submerged platform in the MWM as a function of
group and testing day.

M.E. Young et al. / Learning and Motivation 40 (2009) 160–177 161



Author's personal copy

lem by failing to use the prescribed adjustments (e.g., the Bonferroni) for planned comparisons, or
they use more liberal post hoc tests (e.g., least significant difference) rather than the more conserva-
tive ones (e.g., Tukey’s honestly significant difference).

We chose to re-examine the analysis of this type of learning data by comparing the traditional ap-
proach that treats day as an unordered categorical variable to various mixed effects models1 that treat
day as a continuous variable. First, we recognized that researchers are really interested in differences in
initial performance, the rate of recovery, and asymptotic levels of performance (cf. Gulliksen, 1942). The
day-to-day differences are interesting but not critical in judging the efficacy of an intervention. Second,
we recognized that achieving this goal means that we want an overall assessment of an animal’s perfor-
mance which requires a single equation to describe the dynamics of this performance over the testing
period. Third, visual inspection of a variety of data suggested that the equation that describes perfor-
mance is clearly not linear (e.g., DeFord, Wilson, Gibson, Baranova, & Hamm, 2001; Hoane, 2007).
Although some groups’ behavior can be described using a straight line (especially early in testing), other
groups show distinctly curvilinear behavior (e.g., Fig. 1). Furthermore, even though a relationship looks
linear during the observation period, this trend cannot continue indefinitely or a rat would be predicted
to show negative latencies at some point in the future.

Mixed effects modeling

Linear mixed effects modeling (e.g., hierarchical linear and multilevel modeling) is commonly used
to simultaneously generate estimates of slopes and intercepts for each subject and each group as a
function of the predictors and dependent variable of interest (e.g., Laird & Ware, 1982; Pinheiro &
Bates, 2004). Although linear mixed effects modeling has been around for a long time, it is still uncom-
mon in the field of experimental psychology. Nonlinear mixed effects modeling, in which parameters
of nonlinear functions are estimated, is rarely used in any area of behavioral science (Cudeck & Har-
ring, 2007; Davidian & Giltinan, 2003). Given the unfamiliarity of these methods, we set out to deter-
mine if their use would be of significant benefit to accurately assessing group differences in recovery
of function. Although we expected that these methods would provide some benefit, we did not know
whether this benefit was significant enough to outweigh the costs of learning a new statistical meth-
odology. History has shown that researchers are reluctant to adopt new statistical approaches unless
the benefits are clear.

Mixed effects modeling can either estimate parameter values through least squares minimization
(i.e., the sum of squares) or by likelihood maximization. Likelihood maximization chooses the most
likely value of the parameters, not necessarily the values that minimize error. A distinct advantage
to the latter approach is that it provides more robust measures of the goodness of fit of a model,
whereas the traditional R2 is a poor measure of fit because it fails to consider the number of param-
eters, sample size, and functional form (Pitt & Myung, 2002). Maximum likelihood estimation (MLE)
is more sensitive to sample size differences and overfitting due to overparameterization and thus
produces estimates that are more replicable. When the basic statistical assumptions of common
parametric statistics (i.e., normally distributed errors) are met, MLE and least squares minimization
produce the same estimates. However, if these statistical assumptions are not met, MLE more clo-
sely approximates the true parameter values. Because of these advantages, all of our simulations
used MLE.

General approaches to nonlinear modeling (i.e., methods that find the best fitting free parameters
for any given function used to describe a nonlinear relationship) use incremental methods to estimate
parameter values (Pinheiro & Bates, 2004). Incremental methods start with a guess at the best fitting
parameter values and gradually change these values to the degree that these changes produce lower

1 A mixed effects model includes fixed and random effects. The fixed effect of a variable is its average effect across the entire
population, whereas its random effect is the variation around this average across subgroups of this population. In the case of the
MWM, the fixed effect is group – best fitting parameter values, slope and intercept, are derived for each group and represent the
population from which this sample was drawn. In contrast, the random effect is subject – the mixed effects model derives
estimates of the best fitting slope and intercept values for each subject in the study by specifying each subject’s deviation from the
group mean.
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error (or higher likelihood for maximum likelihood estimation). When further changes to the param-
eter produce no change in the error or likelihood, the model is said to have converged.

The consequence of using incremental methods for the data analyst is that convergence is not guar-
anteed. Good starting values for parameters must be used to increase the probability of finding the
best parameter values. This factor is the single most aggravating one for scientists attempting to
use nonlinear methods. Without some familiarity with the functional form being used, analysts often
resort to wild guesses that can fail to produce convergence. For example, we used the exponential
function to describe our simulated rats’ behavior in a MWM:

Latency ¼ AeBt ð1Þ

with free parameters A and B. Someone unfamiliar with the exponential would not know what the A
and B parameters represent nor what values to expect for a given curve. In the case of the linear equa-
tion, y = mx + b, everyone with a basic understanding of algebra knows that m represents the slope of
the function and b the y-intercept, and this knowledge allows the astute researcher to determine if the
obtained values are reasonable. In Eq. (1), A represents the y-intercept when t (time) is 0, and B rep-
resents the rate of exponential change. For MWM data like that plotted in Fig. 1, this knowledge makes
it easier to guess a value near 90 for the A parameter (because initial performance in this graph is
around 90) but leaves one guessing at a good starting value for B. It is common to use graphing soft-
ware (e.g., that commonly found in a graphing calculator) to examine the types of curves generated
across various parameter values in order to better estimate a good starting value for each parameter.

In our nonlinear analyses, we used the exponential learning function shown in Eq. (1) to both sim-
ulate water maze learning and to fit the obtained curves. Preliminary analyses of real data suggest that
exponential functions well describe water maze learning data and recovery of function. Although we
make no claims about whether this is the best function, the approximation was close enough to dis-
close any significant differences between the unordered ANOVA approach to analyzing this type of
data and the linear and nonlinear mixed effects modeling approaches.

Finally, it is important to recognize that mixed effects modeling estimates individual learning
curves for each subject (random effects) and group differences in these curves (fixed effects). Two
common alternatives are to (a) fit a curve for each animal’s data to identify the animal’s slope and
intercept, and then use these estimates in a between-subjects analysis (a two-stage analysis), and
(b) ignore individual differences by averaging across subjects in each group and then conduct a stan-
dard nonlinear analysis of the resulting averages. Both of these approaches have numerous statistical
faults detailed elsewhere (e.g., Jonsson, Karlsson, & Wade, 2000; Pinheiro & Bates, 2004). For example,
the two-stage approach loses information regarding the relative certainty in the individual estimates
(e.g., information regarding the imprecision of a subject’s data is lost when the subject is replaced with
an idealized curve), requires adequate data for each individual subject to reduce this uncertainty, per-
forms poorly when there is missing data, and generates larger standard errors of the parameter esti-
mates (Shkedy, Straetemans, & Molenberghs, 2005). In contrast, the method of ignoring individual
differences can fall prey to the old sin of identifying a function that does not reflect the behavior of
the individual subjects and thus this function may represent an artifact of averaging (e.g., Estes,
1950). The latter method also hides an important source of variability, individual differences, and thus
overestimates the precision of the target data.

Simulated learning curves

To evaluate the relative strengths of the unordered ANOVA approach (with day as an unordered
categorical variable), linear mixed effects modeling (lme) in which the intercepts and slopes of learn-
ing curves are directly estimated, and nonlinear mixed effects modeling (nlme) in which initial perfor-
mance and learning rates are estimated, we used Monte Carlo simulation to create a broad set of
simulated experiments that bracket the conditions commonly used in traumatic brain injury studies
that examine MWM performance. Simulation studies allow the creation of data sets with known pop-
ulation properties, but samples drawn from that population will vary. For example, if we run 1000
simulations of an experimental situation in which the groups are identical in the population, we
would expect a well-calibrated statistical analysis to identify group differences in 50 of those simula-
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tions (with an a of 0.05) due to sampling error. In our simulations, we ran 1000 replications (i.e., sam-
pled 1000 times from our chosen population) for each of the 324 experimental conditions (detailed
below) and analyzed each data set three times – once each with ANOVA, lme, and nlme.

We assumed that individual rat behavior could be approximated by an exponential learning curve
(see Eq. (1)) with added noise. All rats within a condition were assumed to learn at similar rates, but
we allowed for individual differences by creating variability around the designated group rate. To
bracket experimental conditions, we created experiments varying the (a) number of treatment groups
(k = 3, 5, or 7); (b) number of subjects per group (n = 6, 8, or 10); (c) slope effect sizes (none, small,
moderate or large differences between groups); (d) average experiment-wise learning rate (slow,
moderate, or fast); and (e) y-axis intercepts (three conditions: all groups with intercept of 90, even
groups with an intercept of 90 and odd groups with an intercept of 75, or even groups with an inter-
cept of 90 and odd groups with an intercept of 105).

The simulated experiments were assumed to be generated by conditions in which a rat is tested for
10 sessions (a session may represent a single day’s run, average performance across multiple daily
tests, each of multiple sessions that occur during a day, etc.) and the rat was removed from the maze
if it failed to find the platform within 90 s. Sessions were indexed from 0 (i.e., the session variable var-
ied from 0 to 9) to insure that the best fitting A parameter value in Eq. (1) corresponded to perfor-
mance during the first session of testing. If a researcher’s data set indexes testing sessions from a
non-zero value (e.g., 1–10), a constant can be subtracted from each day’s index (1 for this example).

We simulated two types of variability, (a) within-subject variability in which each day’s observed
latency was normally distributed around the true value with standard deviation of 10 s with values
above 90 s or below 2 s truncated at these limits (in most water maze experiments, a rat is removed
after 90 s if it has not discovered the platform, and latencies below 2 s are generally not observed), and
(b) between-subject variability in learning rates (detailed below).

The critical variables involved the average rate of learning for an experiment, the presence of dif-
ferences in the initial performance latencies (i.e., the intercepts) for groups within an experiment, and
the slope effect size (the magnitude of the slope differences between groups). In each experiment, the
learning rate was indexed by the base exponential decay rate (the B parameter in Eq. (1)). Three levels
of learning rates were chosen to reflect slow (B = �0.1), moderate (B = �0.2), or fast (B = �0.3) learning.
Simulated rats with higher learning rates would tend to show greater curvature in their learning
curves than those with lower learning rates.

The slope effect size was specified as a null (f = 0.0), small (f = 0.5), moderate (f = 1.0), or large
(f = 2.0) (Cohen & Cohen, 1983) difference between the groups.2 Fig. 2 shows idealized curves (i.e., with
no within- or between-subject variability) for a 5-group experiment with 0.5, 1.0, or 2.0 slope effect sizes
(the 0.0 effect size is obvious) and the �0.2 base learning rate. To determine these idealized values, the
middle group (e.g., the third group in a 5-group design) was assigned the base learning rate value (e.g.,
�0.1, �0.2, or �0.3), and the other groups were assigned learning rate values equally spaced above and
below this value to create the targeted slope effect size.

To simulate between-subject variability, each simulated rat’s assigned learning rate was chosen
from a random normal distribution with a mean at the idealized learning rate for this rat’s assigned
group and a standard deviation of 0.1. Finally, each of these simulations was examined under three
conditions, (a) 90 s intercepts for all of the groups, (b) the odd-numbered groups having an intercept
of 90 s and the even-numbered groups having an intercept of 75 s, or (c) the odd-numbered groups
having an intercept of 90 s and the even-numbered groups having an intercept of 105 s. Note that
although the underlying intercept varied across groups and animals, a value above 90 s was truncated.
This approach was taken to determine the ability of the analysis techniques to identify slope versus
intercept differences, and to investigate the effects of the commonly used 90 s threshold for removing
an animal from the maze.

Each data set was analyzed using three methods: unstructured ANOVA mixed effects modeling,
lme, and nlme (using the exponential to model learning). It is important to note that we did not
use the traditional univariate or multivariate repeated measures ANOVA approaches to modeling

2 In terms more familiar to some readers, these Cohen’s f values correspond to an R2 of 0.0, 0.2, 0.5, and 0.8.
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these data even for the unordered ANOVA analysis. The differences between these traditional ap-
proaches and the mixed effects approach for unordered categorical variables are relatively small for
the balanced designs simulated here, and the use of a mixed effects approach to analyzing the data
insures that the unordered ANOVA approach differs from the lme and nlme approaches in only the
critical element (analyzing the relationship between testing session and latency as categorical, linear,
or nonlinear).

0 2 4 6 8

20

40

60

80

0 2 4 6 8

20

40

60

80

0 2 4 6 8

20

40

60

80

Day 

L
at

en
cy

Fig. 2. Idealized curves (i.e., with no within- or between-subject variability) for a 5-group experiment with small (top graph),
moderate (middle graph), and large (bottom graph) slope effect sizes, equal intercepts, and the �0.2 base learning rate.
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For each simulation, we stored (a) the p-value for the group main effect (ANOVA) or intercept (lme
and nlme) and for the Group � Day interaction (ANOVA) or slope (lme and nlme), (b) two model fit
measures, the AIC (Akiake Information Criterion) and BIC (Bayesian Information Criterion), and (c)
the estimated parameter values for each group’s parameters. For simplicity, we restrict our analyses
to p-values in order to identify the Type I and Type II error rates for each analysis and the BIC to assess
the goodness of fit for each model (Pitt & Myung, 2002).

We analyzed a total of 324,000 data sets (3 sample sizes � 3 numbers of groups � 4 slope effect
sizes � 3 base learning rates � 3 intercept conditions = 324 sets of experiments each with 1000 repli-
cations) using each of the three methods for a total of 972,000 analyses. A uniform a of 0.05 was used
in our comparisons of Type I and Type II error rates. We used signal detection theory (SDT) to control
for differences in these error rates in our assessment of the relative sensitivity of each method as in-
dexed by SDT’s d0 (d-prime) value (Macmillan & Creelman, 2004). A d0 value of 0 indicates that the
method cannot discriminate true positives (real effects) from false positives (spurious effects due to
sampling error). As d0 increases, discriminability increases.

In order to constrain our presentation to a reasonable set of findings, we did not examine two is-
sues that would be of interest to a scientist using the MWM: differences in asymptote and planned/
post hoc comparisons. Examining asymptotic differences is a very simple extension of Eq. (1) that adds
a new parameter to the function. Rather than risking overparameterization, we assumed a simpler
model that asymptotes at zero, but some real-world experimental data are likely to require this addi-
tional parameter. The use of planned or post hoc comparisons is a necessity in all but the simplest
two-group experiment. We believe, however, that the omnibus analyses tested here foreshadow the
relative strength of follow-up analyses for ANOVA, lme, and nlme. A detailed examination of this
assumption is best pursued in a separate manuscript.

Results

Some of the lme and nlme analyses failed to converge given our starting parameter values. Surpris-
ingly, this occurred more often for the lme (12.1% of simulations failed to converge) than for the nlme
(0.2%). This difference was likely a byproduct of our greater knowledge of the best starting values for
the nlme because it is based on the functional form (Eq. (1)) actually used to create the data. The lme
failures were most common when there were three groups, fast learning (which produces the most
curvature in the learning functions), no or small differences between the groups (slope effect size = 0.0
or 0.5), small sample sizes (n = 6 per group), and the true intercept was greater than 90 for some of the
groups. Under the worst set of conditions, the lme failed 23.5% of the time. The nlme failures were
most common when there were three groups and small sample sizes (n = 6 per group); the other fac-
tors had no meaningful impact on convergence rates. Note that these failure rates are under conditions
of a programmer-specified algorithm making a single estimate of the ideal starting value for each
parameter. Under normal analysis conditions, the researcher could simply try various starting values
to insure convergence (something that was not feasible over 972,000 analyses). To insure equal com-
parisons, only those simulated data sets where all three methods produced results were included in
subsequent analyses. This resulted in excluding 12.3% of the simulated data sets but with sufficiently
large replications for each of the experimental conditions that we examined.

Fig. 3 shows a representative set of simulated individual rat data with linear (top) and exponential
(bottom) fits superimposed. The figure reflects the typical range of individual variability and within-
subject variability. At a glance, the linear fits look quite good but a closer examination reveals that the
residuals are not randomly distributed around many of the regression lines. The exponential fit is vis-
ibly superior for nearly every rat with the exception of those rats that showed slow learning and thus
produced a learning curve well approximated by a linear relationship (e.g., rats 3, 4, and 7). However,
the exponential fit was indistinguishable from the linear fit for these rats, revealing its broader appli-
cability to maze learning data.

Fig. 4 shows the proportion of each of the four critical conclusions for each analysis for the three
intercept conditions and four slope effect sizes. For the ANOVA, these four conclusions are (a) nothing
significant, (b) only a main effect of group, (c) only a Group � Day interaction, and (d) both a main ef-
fect of group and a Group � Day interaction. For the lme and nlme analyses, these four conclusions are
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Fig. 3. A representative set of simulated maze learning data at the individual level along with linear fits generated by lme (top
set of graphs) and nlme (bottom set of graphs).
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(a) nothing significant, (b) only an effect of slope, (c) only an effect on intercept, and (d) an effect on
slope and intercept. For the nlme, slope corresponds to the B parameter of Eq. (1), whereas intercept
corresponds to the A parameter of the equation. For the lme, slope and intercept correspond to the
common parameters of a straight line.

When the intercepts were equal (the four data points on the left of each graph), the correct conclu-
sion is ‘‘nothing significant” when the slope effect size was 0 (for all three analyses) and ‘‘significant
intercept” otherwise (for the ANOVA any conclusion involving a significant effect is considered correct
because intercept changes can create a main effect or an interaction). For the unequal intercepts con-
ditions (the eight data points on the right of each graph), the correct conclusion is ‘‘significant inter-
cept” when the slope effect size was 0 and ‘‘significant slope and intercept” otherwise (again, for the

0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

100%
Nothing significant

Significant interaction

Significant main effect

Significant interaction and main effect

0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

100%
Nothing significant

Significant slope

Significant intercept

Significant slope and intercept

0 0.5 1 20 0.5 1 20 0.5 1 2
0%

10%

20%

30%

40%

50%

60%

70%

80%

90%

100%

Slope Effect Size

Equal
Intercepts

A
na

ly
si

s 
O

ut
co

m
e 

C
ho

ic
e 

at
 A

lp
ha

 =
 .0

5

Unequal
Intercepts (> 90)

Unequal
Intercepts (< 90)

ANOVA

NLME

LME
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ANOVA any conclusion involving a significant effect is considered correct). Fig. 4 reveals that the AN-
OVA frequently reported nothing significant (line with open symbols) even when the intercepts
clearly differed.

For each of the analyses, correct identification of the absence of an effect of any kind was high when
the population intercepts were equal and the slope effect size was 0.0. The nlme and ANOVA produced
higher Type I error rates (0.10) than the expected a of 0.05, whereas the lme’s error rate was accurate
(0.05). However, because Type I error rates can be reduced at the expense of Type II error rates, Table 1
shows a side-by-side comparison of the overall likelihood of rejecting the null hypothesis for the four
slope effect sizes and three intercept conditions (independent of whether the right type of effect was
identified). The table clearly reveals that the ANOVA not only has a higher Type I error rate but also
had consistently higher Type II error rates. Differences between the lme and nlme are harder to dis-
cern because the nlme often had lower Type II error rates than the lme. To control for the differences
in Type I and Type II error rates, we used a signal detection theory (SDT) analysis that details the rel-
ative ability of the methods to identify real differences (Macmillan & Creelman, 2004). SDT measures
the ability of a method to discriminate true positives from false positives by taking the difference be-
tween the z-scores of each (this difference is called the method’s d-prime or d0).

Our SDT analysis is shown in the right three columns of Table 1. These d0 values were estimated by
averaging the d0s generated by three a values (0.05, 0.10, and 0.25) to better trace out the ROC (receiver
operating characteristic) curve. As expected, d0 values were higher for larger slope effect sizes. The anal-
ysis also reveals that the lme method was better able to discern real from spurious effects when the inter-
cepts were unequal with some higher than 90, whereas the nlme was marginally better under most other
conditions. The common procedure of removing a rat from the maze if it has failed to find the platform
after 90 s appears to be more problematic for the nlme approach than for the lme approach.

Fig. 4, however, reveals some weaknesses in the lme approach. When the intercepts were equal, nlme
was very sensitive to slope differences, whereas lme was not. The lme method was very sensitive to inter-
cept differences (and often misidentified a slope difference as an intercept difference), whereas the nlme
missed intercept effects under the unequal intercept condition with some intercepts greater than 90.

To appreciate the magnitude of the differences between the traditional approach and lme and
nlme, Fig. 5 shows an ROC plot for the relationship between true and false positives for a specific sit-
uation (unequal >90 intercepts, no slope effect). The differences in d0 generate a true positive rate of
76% for lme, 65% for nlme, but only 9% for the standard ANOVA when the false positive rate is held at
5%. Less dramatically, for the situation in which there were unequal slopes <90 and the largest slope
differences (slope effect size = 2.0), the d0 values were 2.86, 3.90, and 4.40 for ANOVA, lme and nlme,
respectively, which produces true positive rates of 88.8%, 98.8%, and 99.7%, respectively, for a false po-
sitive rate of 5%. Thus, when the effects are very large, any method will uncover them with a high

Table 1
The probability of a failure to reject the null hypothesis for each method as a function of intercept condition and slope effect size.
This decision is correct only for the condition with equal intercepts and no slope effect. Each method’s discrimination of true from
false positives (assessed using d0) is shown in the final three columns.

Intercepts Slope effect P (fail to reject) d0

Unordered Linear Nonlinear Unordered Linear Nonlinear

Equal 0 0.90 0.95 0.90
Equal 0.5 0.80 0.88 0.79 0.41 0.43 0.46
Equal 1 0.52 0.62 0.42 1.18 1.30 1.42
Equal 2 0.08 0.09 0.03 2.58 2.92 3.08

Unequal <90 0 0.74 0.04 0.02 0.77 3.29 3.34
Unequal <90 0.5 0.64 0.03 0.01 1.03 3.48 3.59
Unequal <90 1 0.38 0.03 0.01 1.64 3.48 3.60
Unequal <90 2 0.06 0.01 0.00 2.86 3.90 4.40

Unequal >90 0 0.84 0.21 0.25 0.29 2.36 2.04
Unequal >90 0.5 0.73 0.19 0.24 0.64 2.45 2.12
Unequal >90 1 0.44 0.12 0.14 1.38 2.76 2.45
Unequal >90 2 0.06 0.02 0.02 2.79 3.63 3.41
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probability, but when the effects are small or moderate in size, the lme and nlme models show much
greater statistical power.

Summary evaluation of the traditional unordered ANOVA approach

It is clear that the traditional approach to analyzing these types of data has little statistical power.
Furthermore, any significant effects must be followed by a series of even weaker post hoc tests or Bon-
ferroni-adjusted planned comparisons in order to identify the nature of these differences. A significant
Group � Day interaction can arise for any number of reasons including differences in values on the
first day of testing (an intercept effect), identical initial performance but differences that emerge later
in testing (a slope effect), or a difference in initial performance that increases or decreases later in test-
ing (intercept and slope effects). Identifying the type of interaction requires further analysis.

The presentation of the results of these post hoc or planned comparisons can complicate interpreta-
tion when effects appear and disappear (see Fig. 1). Furthermore, the ANOVA approach can suffer from a
problem of too much data – if testing was to continue and each group approaches the same asymptotic
performance, then the performance differences early in testing would eventually be swamped by the ab-
sence of these differences later in testing. Any method that is less likely to generate significant results
when more data are obtained has questionable utility. This issue is recognized by scientists who study
traumatic brain injury who often limit the number of test sessions to avoid this problem.

Overall learning rate, sample size, number of groups

In our final set of discriminability analyses, we examined changes in d0 for the three methods when
(a) the observed learning rates changed from relatively slow learning that can look linear in the short
term to fast learning that shows distinct learning curves due to the approaching asymptote, (b) sample
size increased, and (c) the number of groups increased. For sample size and number of groups we col-
lapsed across the other variables to ease presentation; the reported effects of the other variables con-
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Fig. 5. ROC graph showing the probability of a true positive as a function of the probability of a false positive for a set of
conditions in which the d0 values were 0.29, 2.36, and 2.04 for the unordered ANOVA, lme, and nlme, respectively. The d0 = 0 line
(straight line along the diagonal) is provided as a reference.
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tinued to be observed as sample size and number of groups varied, and interactions were quantitative
in nature rather than qualitative.

An examination of the effect of sample size revealed nothing surprising – bigger samples produced
higher d0 values and did not seem to interact with the other factors. The d0 values were generally about
20% higher when the sample size moved from 6 to 8 and again from 8 to 10. Increasing the number of
groups had effects that were similar to that observed for increases in sample size per group. Increasing
the number of groups from 3 to 5 produced a 20% (ANOVA) to 30% (lme and nlme) increase in d0 and
increasing the number of groups from 5 to 7 produced a 20% (ANOVA) to 8–10% (lme/nlme) increase in d0.

The effects of base learning rate were interesting enough to require a closer look (see Fig. 6). It is
evident that the lme and nlme produced similar and high values for all situations. When the condition
effects were confined to slope differences (i.e., no intercept differences – left curve in each graph),
there was no apparent advantage over the ANOVA approach, but the lme and nlme approaches were
much more sensitive to any differences in initial performance. The lme method tended to produce
slightly higher d0 values than the nlme method; the largest differences occurred for those conditions
in which some of the intercepts were greater than 90.

Goodness of fit

In our final set of analyses, we compared a goodness of fit index, the BIC across the three models to
determine how this index was affected by the other variables. BIC is twice the negative log likelihood
(�2LL) plus the number of model parameters times the natural log of the sample size, k(ln(n)). The
first term, �2LL, is a measure of overall fit with lower values indicating better fits. The second term,
k(ln(n)), penalizes model complexity: increasing the number of parameters (k) for a given sample size
(n) produces an additive penalty for the fit.

The BIC provides a different level of insight than the previous analyses. The d0 analyses disclose
whether the methods are able to accurately identify group differences. The BIC analysis discloses the rel-
ative power of the methods to accurately describe the functional relationship observed. It is possible for a
method to identify the presence of a difference without identifying the precise nature of that difference
(e.g., difference in slopes versus intercepts, or discriminating between linear and exponential effects).

Sample size (both number of rats in a group and number of groups) have known effects on the BIC
and thus these factors were used as covariates and thus statistically controlled. We performed an AN-
COVA of slope effect size, base learning rate, and intercept condition and all two-way interactions
involving each factor with analysis method. Given the substantial sample size, all main effects and
interactions were highly significant so we restrict our reporting to noting the least squares mean
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Fig. 6. Discriminability (d0) of a true effect (slope or intercept) for each method as a function of intercept condition and slope
effect size.

M.E. Young et al. / Learning and Motivation 40 (2009) 160–177 171



Author's personal copy

BIC for each condition and simply note that the standard errors for these estimates ranged between 0.4
and 0.8. Typically, the main effects had lower standard errors and the interactions had higher standard
errors. Only the base learning rate and intercept condition produced qualitatively different fits for the
three methods, so only these differences are described. It is important to note that lower BIC values
indicate a better fit.

Fig. 7 reveals that when the learning rates were slow (base = �0.1) and thus often linear, the lme
and nlme methods both generated fits significantly better than that of the unordered ANOVA. This re-
sult was consistent across all three intercept conditions although the nlme advantage was smallest for
the unequal intercepts >90 condition. When the learning rates were fast (base = �0.3), the lme fits
were significantly weaker than both the nlme and ANOVA due to the strong nonlinearities in these
conditions. For intermediate learning rates (base = �0.2), the nlme fit significantly better than both
of the other methods, neither of which was substantially better than the other.

The BIC analysis qualifies the earlier conclusions regarding the relative superiority of the three
analysis methods. Although the lme was often equal or slightly superior to the nlme in its ability
to detect significant effects, the BIC analysis suggests that the exponential functions used by the
nlme better describe the observed relationships than the linear functions used by the lme. The
unordered ANOVA approach makes no assumptions about the functional form and thus has greater
flexibility in describing any relationship between group and testing day, but the BIC requires that
this flexibility produce much stronger fits to offset the potential for overfitting. The increased abil-
ity to fit the data overcame the overfitting penalty only when learning was rapid and thus decid-
edly nonlinear.

General discussion

The results of our Monte Carlo simulations of learning in the MWM revealed that the lme and
nlme approaches were clearly superior to the unordered ANOVA approach in the ability to discrim-
inate true from false positives [see Everitt (1998) and Gueorguieva and Krystal (2004), for discus-
sions of other advantages of mixed effects modeling including the problem of missing data]. In
practical terms, this means that for a particular level of Type I error, the lme and nlme models
have much lower Type II error (i.e., higher power). In addition, the goodness of fit tests revealed
that the nonlinear mixed effects modeling approach was uniformly superior to the other methods.
When learning rate was slow and thus relatively linear, the linear mixed effects models fit almost
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Fig. 7. Mean BIC values for each method as a function of intercept condition and base learning rate. Error bars are one standard
error.
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as well as the nlme approach. When the learning was rapid and thus clearly nonlinear, the ANOVA
models fit almost as well as the nlme. The combined results of the sensitivity analysis and the
goodness of fit analysis revealed that nonlinear mixed effects modeling is consistently and signif-
icantly superior to the alternatives.

Two issues, however, remain unaddressed. First, the nlme approach had a higher Type I error rate
(p = 0.10) than it should for the chosen a level of 0.05. Second, how does a researcher choose the func-
tion to describe the nonlinear relationship (e.g., exponential, logistic, hyperbolic, power, double expo-
nential)? Although a further exploration of these issues is beyond the scope of this manuscript, we will
try to point toward possible solutions.

Type I error rate

Given that the Type I error rate for the nlme was double that advertised for an a of 0.05, it is tempt-
ing to simply recommend halving the a for the nlme as a heuristic. In our data set, this was reasonably
effective and reduced the error rate from 0.100 to 0.056 (for the ANOVA, the rate decreased from 0.098
to 0.068). Our concern with this approach is that its utility may not be uniform for all nonlinear func-
tions or all situations. Not surprisingly, the Type I error rate for the nlme was higher for small samples
(when n = 6, p = 0.115) and lower for large samples (when n = 10, p = 0.079) but did not systematically
vary with our other variables. When a Type I error occurred for the nlme, it was almost exclusively in
identifying a significant slope difference when none was present.

In our search for the reason behind the higher Type I error rates for nlme, we suspected that the
problem arose due to the truncation of learning curves using the 90 s rule. We reran a subset of our
simulations for the nlme on data that were not truncated. Although using non-truncated data reduced
the Type I error rate to 0.08 for the equal intercept, equal slope condition involving a slow rate of
learning (base = �0.10), the rate remained high (0.10–0.11) for the other conditions).

Upon further examination, we now believe that this problem arose because we randomly varied
intercepts, slopes, and within-session latencies in accordance with a normal distribution. Although
typically a sound assumption, these factors are unlikely to be normally distributed in a collection of
real-world curves due to the nature of exponential relationships. For example, the lowest learning rate
that would typically be observed is 0 (for no learning), whereas the highest rate approaches infinity
(for one-trial learning). In the absence of large data sets that can better reveal the nature of the dis-
tribution of within-group parameter values, we are reluctant to provide an estimate of the extent of
the Type I error problem for real data sets. Suffice it to say, however, that even in light of this issue,
the nlme performed admirably.

How to choose a functional form?

The one advantage to using ANOVA for analyzing data in situations like these is that the researcher
need not specify any particular functional form to describe the relationship between time and perfor-
mance. This flexibility comes at a significant cost in inflated Type I and Type II error rates that is exac-
erbated by the interpretation problems described earlier. To help researchers identify appropriate
functions, there are numerous resources available (for a discussion, see Cudeck & Harring, 2007).
Choosing an appropriate function is most easily done by basing the decision on prior research. For
example, learning data are often well-approximated using exponentials, delay and probability dis-
counting by hyperbolic functions, and choice data by the sigmoid. In other cases, graphing techniques
can provide insight for simple relationships (Shull, 1991).

The choice of function, however, should be influenced by three factors, the ability of the function to
fit the data, the extrapolation properties of the function, and the interpretability of the parameters (cf.
Bates & Watts, 1988). Interpretability is extremely important to the scientists who wish to identify the
effects of their variables on specific aspects of subject performance. In the MWM, the conclusions
reached would be quite different if the manipulation affected initial performance (the A parameter
of Eq. (1)) rather than rate of improvement (the B parameter). The use of a function (e.g., a complex
polynomial) in which the parameters have no clear interpretation and show poor extrapolation would
leave the researcher in the dark regarding the meaning of a difference in observed parameter values.
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Conclusions

The conclusions of our Monte Carlo study of these three methods are unequivocal: nonlinear
mixed effects analysis of learning data is superior to the alternatives. If a researcher is only inter-
ested in identifying group differences, linear mixed effects analysis is sufficient although the ana-
lyst is cautioned regarding the possibility of misidentifying slope effects as intercept effects. The
traditional approach to these data has little power, inflates Type I error, fails to identify the form
of the relationship between time and performance, and can require a lengthy series of follow-up
tests.

Appendix.

Monte Carlo simulations in R

All analyses were conducted using R’s nlme library. The code used to generate the data and for each
of the three analyses is shown below. Replications were run in batches of 50. We used 2 as the base of
the exponential instead of e, but this change would not affect the results reported.

for (replications in 1:50) { 
for (intvar in 1:3) {

for (n in c(6, 8, 10)) {
for (effectsize in c(0, .5, 1, 2)) {

for (ng in seq(3,7, by=2)) { # 3, 7
for (base in seq(.1,.3, by=.1)) { 

# generating data
temp <- c()
for (g in 1:ng)

for (i in 1:n) { 
if (ng==3) groupcenters = c(.1,.15,.2) else if (ng == 5) groupcenters = 

seq(.1,length.out=5,by=.05*sqrt(2/5)) else groupcenters = seq(.1,length.out=7,by=.05*sqrt(3/14))
groupcenters<-groupcenters-mean(groupcenters)

temp<- rbind(temp,cbind(rep(g,10),rep(i+n*(g-1),10),c(0:9),
sapply((if(g%%2==1 | intvar==1) 90 else if (intvar==2) 75 else 105)*2^(rnorm(1,mean=-

base-effectsize*groupcenters[g],sd=.1)*c(0:9))+rnorm(10, mean=0, sd=10),
function(x) if (x>90) 90 else if (x<2) 2 else x)

           ))
         } 

temp<-as.data.frame(temp)
temp$V1<-as.factor(temp$V1)
colnames(temp)<-c("group","subject","day","latency")

# Designates the grouped (repeated measures) nature of the data used in subsequent analyses
tempg<-groupedData(latency~day | subject, data=temp)

# Linear mixed effects model
blat<-try(lmeres<-nlme(latency~A+day*B, fixed=A+B~group, random = pdDiag(A+B ~ 1),
data=tempg, control=nlmeControl(gradHess=F), start=c(A=90,B=-base-10,rep(0,ng*2-2))),
TRUE)

174 M.E. Young et al. / Learning and Motivation 40 (2009) 160–177



Author's personal copy

# check if error returned, if so, write NA for result fields
if (inherits(blat,"try-error")) write(c("lme", intvar, n, effectsize, 10, ng, base, rep("NA",10),

rep("NA", ng*2)),file="nlmeresults.txt", ncolumns=13+2*ng, append=T)
else write(c("lme", intvar, n, effectsize, 10, ng, base, anova(lmeres,type="marginal")$"p-
   value", AIC(lmeres),BIC(lmeres), fixef(lmeres)),file="nlmeresults.txt", ncolumns=17+2*ng,

append=T)

# Non-linear mixed effects model
blat2<-try(nlmeres<-nlme(latency~A*2^(day*B), fixed=A+B~group, random = pdDiag(A+B ~ 
1), data=tempg, control=nlmeControl(gradHess=F), start=c(A=90,B=-base-10,rep(0,ng*2-2))),
TRUE)

# check if error returned, if so, write NA for result fields
if (inherits(blat2,"try-error")) write(c("nlme", intvar, n, effectsize, 10, ng, base, rep("NA",10),

rep("NA", ng*2)),file="nlmeresults.txt", ncolumns=13+2*ng, append=T)
else write(c("nlme", intvar, n, effectsize, 10, ng, base, anova(nlmeres,type="marginal")$"p-
   value", AIC(nlmeres),BIC(nlmeres),

fixef(nlmeres)),file="nlmeresults.txt", ncolumns=17+2*ng, append=T)

## "old way" – treats day as a categorical variable, not a continuous one
tempg$day<-as.factor(tempg$day)

tradres<-lme(latency~day*group, random=~1|subject, data=tempg)
write(c("lunord", intvar, n, effectsize, 10, ng, base, anova(tradres, type="marginal")$"p-
value",AIC(tradres),BIC(tradres), fixef(tradres)),file="nlmeresults.txt", ncolumns=17+10*ng,
append=T)

} 
} 

} 
print(c(z, intvar, effectsize))
} 

} 
}

}

Conducting a nonlinear mixed effects analysis of MWM data

For researchers interested in using nlme for their MWM data, their data must first be converted to a
text file with four columns: the rat identifier, testing session, latency, and grouping variable (although
more than one grouping variable can be designated, we will only demonstrate the analysis for a single
variable). Each row represents a single session performance for one rat. The column representing test-
ing session or day should be indexed from 0 (i.e., first day of testing is designated with a ‘‘0”) to insure
that the best fitting intercept value will correspond to initial performance. The data must then be im-
ported into R for analysis (R is available for free download from http://cran.r-project.org/ for Windows,
Macintosh, and Unix platforms). For example, if the data contained in the file, myfile.txt, contains col-
umn headers and uses commas as column delimiters, the following command would be appropriate:

mydata <-read.table(‘‘myfile.txt”, header = T, sep = ‘‘,”)
summary(mydata)
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These commands read in the data file, store it in a local variable called mydata (any name can be cho-
sen), and shows a set of statistical summaries to insure that the data were correctly read. The follow-
ing commands (a) load the nlme library, (b) insure that the group variable is encoded as a categorical
variable (the command syntax assumes that the grouping variable is called ‘‘group” but any name can
be used to correspond to the data’s column label), and (c) specifies the data’s repeated measures struc-
ture (the example assumes column names of ‘‘latency,” ‘‘day,” and ‘‘subject”) and stores the structured
version in a new variable, mydatag:

library(nlme)
mydata$group <-as.factor(mydata$group)
mydatag <-groupedData(latency � day | subject, data = mydata)

Finally, the following commands perform the analysis (using an exponential function, Eq. (1)) and dis-
play the results using the summary command. Note that the example uses starting values of 90 for the
intercept and�2 for the slope and assumes no group effects. The analyst should replace the ‘‘ng” in the
example with the actual number of groups from the data set. We used a diagonal covariance structure,
but other options may be more suitable for some situations (see Pinheiro and Bates, 2004). If the mod-
el fails to converge, the researcher should try different starting values, especially for B and for group
effects (e.g., the ‘‘0” might be replaced with a small positive or negative value). A complete specifica-
tion of the appropriate model of fixed and random effects, covariance assumptions, and starting values
is beyond the scope of this manuscript, but the interested reader should consult Pinheiro and Bates for
an excellent treatment:

myresult <-nlme(latency � A * 2^(B * day), fixed = A + B � group, random = pdDiag(A + B � 1),
data = mydatag, start = c(A = 90, B = �0.2, rep(0, ng * 2-2)))
summary(myresult)

The key parts from an example output from the summary command are shown below:

Nonlinear mixed-effects model fit by maximum likelihood
Model: Latency � A * 2^(B * day)
Data:new

AIC BIC logLik
4360.976 4411.061 �2168.488

Fixed effects: A + B � Group

Value Std.Error DF t-Value p-Value

A.(Intercept) 102.04650 8.227364 449 12.403304 0.0000
A.Group2 �29.05958 10.349587 449 �2.807801 0.0052
A.Group3 �36.99664 10.716243 449 �3.452389 0.0006
A.Group4 �24.96168 11.601216 449 �2.151644 0.0320
B.(Intercept) �0.22013 0.028554 449 �7.709053 0.0000
B.Group2 0.09542 0.037100 449 2.572077 0.0104
B.Group3 0.06408 0.040643 449 1.576769 0.1156
B.Group4 0.00794 0.044702 449 0.177686 0.8590

The AIC and BIC values indicate the fit of the model (lower values represent better fits), the A.(Inter-
cept) row indicates the best fitting value for parameter A for Group1, the subsequent rows (A.Group2,
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A.Group3, A.Group4) indicate the difference between the A parameter for each group and that for
Group1 (the best fitting intercepts were thus 102, 73, 65, and 77), and the next four rows are similarly
structured for the B parameter (the best fitting intercepts were thus �0.22,�0.13, �0.16, and �0.22).
The p-value for the A.(Intercept) and B.(Intercept) rows indicate whether the Group1 values were sig-
nificantly different from 0, whereas the p-values for the other rows indicate whether the values are
different from Group1’s value. To compare groups 2–4 to each other requires a contrast which can
be accomplished using an R command like: anova(myresult, L = c(0,1,�1,0,0,0,0,0) which compares
the best fitting A value for Group2 to that for Group3. The order of the contrast values corresponds to
that shown in the above table, but contrasts involving Group1 would not follow this form.

To obtain an overall assessment of significance, the nlme can be followed by the command,
‘anova(myresult, type = ‘‘marginal”)’ which will produce a table like this one:

numDF denDF F-value p-Value

A.(Intercept) 1 449 119.89002 <0.0001
A.Group 3 449 3.24754 0.0218
B.(Intercept) 1 449 77.53935 <0.0001
B.Group 3 449 5.05298 0.0019

This ANOVA table of the nlme results indicate that the mean A parameter value is different from 0 as
indicated by the significant A.(Intercept) result, and that the A values differ across groups as indicated
by the significant A.Group effect. The same conclusions apply for the B parameter.
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